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Model 
Inference

I sure am glad
these models have

good scores on
HuggingFace
leaderboards

Vector
Database

This is an important
problem, but why does

90% of the focus of
industry seems to be

on performance?

How was the model
trained? What data was in

the training set? Symmetric
or asymmetric? What does
parameter count mean for

improvement?

A tale as old as time (at least since 2021)

The focus of the embedding retrieval landscape

Why?



Overview

Proof of concept Indexing

Pre-prod

Product QA

Build full index
Data ingestion streams
Monitoring
Sense checking
IR Evaluation
Load testing

A/B Test

Lock in search configuration
Determine Measures of Performance (MOPs)
Decide definition of success (where does stat sig
matter most)
Run A/B test in production
Compare to previous system in real time
Offline analysis to confirm findings, determine
wins and losses

Sustainment

Business as usual
maintenance
Leverage established
continual model update
patterns
Finally work on all those
other products features
you’ve been excited about

Production

Data collection Fine-tuning Offline evaluation

Build full index
Data ingestion streams
Monitoring
Sense checking
IR Evaluation
Load testing

Getting multimodal dense retrieval into production is a challenging endeavour

Collate corpus data
Collate interactions data
Select base model
Provision compute

Train
Hyperparameter search
IR eval
Iterate

Off the shelf model1.
Minimal Configuration2.
Iterate on configuration3.

Off the shelf
model
Minimal
configuration
Iterate on
configuration

Lock in search config
Determine Measures of Performance
Decide Definition of Success (what
should be stat sig?)
Run prod A/B test
Compare to previous system in real
time
Offline analysis

Business as usual
maintenance
Leverage
continual model
update patterns
Finally do other
product work



Query

Understanding dense retrieval

ANN Graph

Layer 2

Layer 1

_id: 28374 | score: 0.76
_id: 65845 | score: 0.74
_id: 02754 | score: 0.73
_id: 13566 | score: 0.68
_id: 28745 | score: 0.77

What makes some embeddings better than others and why does this matter for your search?

Layer 0

Embedding
Inference

Result set

DocumentsEmbedding
Inference

Information
Need



Contrastive learning
Contrastive learning can be applied to a variety of tasks to optimise embedding performance



"SLR camera"

"SLR camera"
Designed to capture objects
moving at high speed and
built to meet the exacting

demands.
Full frame mirrorless camera

CLIP

GCL

1347 clicks

How are models trained?

Current Issues With Embedding
Models

Trained using binary
relationships
Have no notion of ranking
Ranking is required for
degenerate queries
Re-ranking not enough
Also want to train for
composability
Single vector representations



If you want to experiment, we’ve released the Marqo-GS10M data set. 100k unique queries, 100
results per query, approximately 5m unique products, along with ranking information.

How are models trained?

https://github.com/
marqo-ai/GCL



"what is the atomic
weight of gold"

The atomic weight of gold.
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The atomic weight of gold.1.

"green sweater"
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1 to 1

1 to many

How are models trained?

Can embedding models have a
notion of rank?

Similarities - angles - rank
Similarity reflects the ordering of
documents with respect to some
desired metric (likes, ATC, clicks,
quality, ...)



Generalised contrastive learning (GCL)

Generalised contrastive learning allows rich representations with multiple pieces of information
https://arxiv.org/abs/2404.08535
https://github.com/marqo-ai/GCL



Fine-tuning tasks
Fine-tuning can be performed to optimise embedding models for a variety of tasks

Search
query -> document

Recommendations
query -> document and document -> document

Entity resolution & deduplication
document -> document

Full frame mirrorless
camera

AF-S NIKKOR 14-24MM
F/2.8G ED

Canon EOS R100 Mirrorless
Camera

Full frame mirrorless
camera

Designed to capture objects
moving at high speed and built
to meet the exacting demands.

Full frame mirrorless camera

Conditional Search
conditioned query -> document

E.g. localisation

Personalised Search
query+context -> document

E.g. using current shopping cart

Classification
document -> class

E.g. taxonomy mapping

"SLR camera"

Designed to capture objects
moving at high speed and
built to meet the exacting

demands.
Full frame mirrorless

camera

ATCs

AF-S NIKKOR 14-
24MM

F/2.8G ED

Canon EOS R100 Mirrorless
Camera

Cameras

Full frame
mirrorless
camera

"SLR camera"
ATCs

"SLR camera"

"USA Marketplace: SLR camera"

“Camera Lens”

ATCs



Data for embedding model training
Your model is only as good as your data, collecting the right data is key to success

Sources

Existing Corpus

Search Logs

Ground Truth

Synthetic Data

Open-source data

Ingestion

Cleaning

Filtering

Augmentation

Transformation

External Data

Documents with
Relevant Metadata

Synthesized Data or
Queries

Search Logs from
Tuned System

Explicit Relevance
Feedback

Deduplication,
normalisation,

coercion 

Removing low intent
information

Synthetic
augmentation,

permutation,
prefixing

Image resizing, data
serialisation

Splitting

Create eval splits for
queries, corpus, and

time



Leveraging historic search logs
Your users are relevance judges. Leverage their data for training and evaluation

query product_id product_name product_image add_to_carts

cat 7482384 Custom collar https://url.to/image1.png 234

dog 7482384 Custom collar
https://url.to/image1.png

0

Pottery stamp 9345622 Ceramic makers mark
https://url.to/image2.png

562

How?
Aggregate over a temporally relevant window (e.g. past 6 months)
Query -> product -> outcome 
Outcome becomes your relevance judgement for training and evaluation
Generalisation from existing interactions negates cold start issues



Optimising for business objectives

Click

Add to
cart

Favorite
Transact

Favourite

Mouse
hover

Share

Your users are relevance judges, but their feedback needs domain-specific interpretation.

C
on
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rs
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te

n
t

Discovery Intent

Online-only retail business

Physically located business

Discovery encouraged

Online conversion of high importance.

Often hard to ascribe intent to individual
actions.

Many teams running experiments concurrently
that can make true-negatives hard to
determine.

Common online discovery to in store purchase
pattern

Hard to attribute search to purchase

Discovery oriented search drives engagement
and attendance in store, high importance

Need correlation-id between online and in-
store

Click

Favorite

In Store
Visit



Creating offline evaluation splits
For retrieval models trained with contrastive learning, a naive 80-20 train-test split isn’t enough.
Data leakage kills good evaluations.

Data Split by Time

Train Data Test 1 Test 2 Test 5Test 4Test 3

Time

Train Data

Novel Query Zero
Shot

N
ovel Prod

uct

Queries

Pr
od

u
ct

s

Data Split by Product/Query



Optimising vector storage - MRL
Matryoshka Representation Learning (MRL) learns meaningful representations with various
dimensionalities, allowing you save on storage

768 dim

768 dim

384 dim

256 dim

128 dim

64 dim

CLIP Model

Truncation

The various truncated
dimensionalities can be indexed to

trade off storage, speed, and
relevance.



Optimising vector storage - MRL
Matryoshka Representation Learning (MRL) learns meaningful representations with various
dimensionalities, allowing you save on storage

Matryoshka Representation Learning
Advantages:

Generally applicable, sentence
transformers and CLIP models can both be
trained with MRL
Adjust for storage needs post training

Disadvantages:
Sacrifice performance at lower
dimensionalities
No improvement to inference speed

If you have no use for full resolution
embeddings then a smaller model
may be better



Truncation aware training allows us to create Matryoshka embeddings from CLIP models, this
creates meaningful representations are various sizes from a single model

Truncation

Matryoshka
representation learning

Production aware training - truncation of embeddings



Production aware training - truncation and binarization of embeddings
Learning to binarize allows for significant reductions in storage and latency with minimal loss in
fidelity by learning embeddings that are only 0 or 1.
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